
Variation-Aware Core-Level Redundancy Scheme for 
Reliable DSP Computation in Multi-Core Systems 

Wei-Ching Chu, Huai-Ting Li, Ching-Yao Chou, An-Yeu (Andy) Wu 
Graduate Institute of Electronics Engineering, National Taiwan University 

No. 1, Sec. 4, Roosevelt Road, Taipei, 10617 Taiwan (R.O.C) 
 

Abstract—Technology scaling, which has enabled high density 
core integration, also has a detrimental effect on the chip 
multiprocessor (CMP) reliability due to increasing susceptibility 
to soft errors. Existing circuit-level and architecture-level fault 
tolerance techniques often pose large area overheads, and thus 
more area-efficient solutions are needed. This paper presents a 
variation-aware system-level design that utilizes the inherent core-
redundancy in multi-core DSP systems to form N-Modular 
Redundant (NMR) sub-systems for error detection and recovery. 
When soft error rate (SER) variation in the system is present, 
conventional core-level redundancy system would become 
ineffective if thread-to-core allocation is not carefully devised. In 
the proposed scheme, we first analyze the optimal degree of 
redundancy using mathematical models for a system affected by 
process variations. Then, a variation-aware thread-to-core 
mapping algorithm is proposed to optimize system reliability 
under core resources constraint. The proposed scheme is validated 
by running the Fast-Fourier Transform (FFT) in a multi-core 
simulator. The experimental results show that the proposed 
scheme can achieve an improvement of 2x-3x the reliability metric 
compared to traditional core-level redundancy methods.  

I. INTRODUCTION  
As predicted by Moore’s Law, the advancement in modern 

Integrated Circuit (IC) fabrication technology has enabled more 
complex designs and higher density transistor integration on a 
single chip. On the other hand, emerging digital signal 
processing (DSP) systems are demanding more computing 
power with increasing size of datasets. As a result, a clear trend 
towards multi-core DSP systems [1] for performance boosting is 
present in Systems-on-Chip (SoCs) design (e.g., TILE64 [2]).  

However, aside from the performance benefits due to 
technology scaling, reliability issues have become a significant 
concern in deep submicron designs. Soft error, or single event 
upset (SEU), is a random error that may be caused by particle 
strikes and may produce temporary voltage glitches in memory-
based components or combinational logics [3-4]. Although soft 
error is a long-known problem, soft error rates (SER) are 
reported to be more severe as the critical charge   required 
to retain data decreases and transistor count increases 
exponentially with decreasing feature size. In addition, the issue 
is further complicated by process variations, causing error rates 
to vary across a system [3-4].   

Fault mitigation techniques [5-6] have been studied 
extensively for application-specific integrated circuits (ASIC) at 
the architecture-level and for single-processor systems at the 
circuit-level, but they also pose considerable area overheads. In 
recent years, there is a trend towards exploiting the inherent core 
redundancy characteristic in multi-core systems for error 

resilience [7-11]. By abstracting the problem to the system-level, 
effective error-resilient techniques can be designed without the 
excessive use of additional hardware components.  

This paper presents variation-aware core-level redundancy 
(VACLR), a scheme for robust computation on multi-core 
systems affected by process variations, as shown in Fig. 1. 
VACLR adopts the traditional N-modular redundancy (NMR) 
[10] technique at the core-level and constructs a table that stores 
the optimal degree of redundancy required based on the 
characteristics of system error rate variations. According to the 
information in the NMR table, the proposed variation-aware 
mapping algorithm attempts to optimize system reliability by 
mapping replicated threads under core resources constraints. 
The output of the cores are then compared using a majority voter 
for error detection and recovery. Our main contributions are as 
follows: 

1. We present a detailed analysis on how to find the optimal 
degree of replication using mathematical models for a 
system with error rate variations. 

2. We propose a variation-aware thread-to-core mapping 
algorithm to optimize the system reliability. The algorithms 
can reduce the probability of failure and minimize the 
number of cores used for power savings.  

3. We have modified a multi-core simulator to implement the 
VACLR scheme and we have added the register-level fault 
injection feature for reliability evaluation. 

 Experimental results show that the VACLR scheme is able 
to achieve a maximum of 2x-3x the success rate compared to 
traditional core-level redundancy methods when the system 
exhibits SER variations. 

The rest of this paper is organized as follows: Section II 
discusses the reliability issues and reviews existing works. 
Section III presents the proposed VACLR scheme. Section IV 

 
Fig. 1. Overview of the proposed VACLR scheme. 
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shows the experiment setup and the results evaluated using a 
multi-core simulator. Section V concludes the paper.  

II. BACKGROUND 
In this section, we first review the theoretical model of NMR 

systems, and then we discuss the system-level error resilient 
techniques using core-level redundancy and their drawbacks in 
the presence of system variations.  

A. NMR Systems 
 The NMR system is a widely used fault tolerant technique. 
For the reliability of a single module execution R, we adopt the 
commonly used exponential distribution model [10-11]. For 
example, the reliability (i.e., probability of error-free execution) 
of a task with execution time t running on a module with failure 
rate  is expressed as:  

                                          (1) 

Then, for a general NMR system, its reliability can be obtained 
through the binomial theorem in probability theory and it is 
expressed as [10]:  

 ,                    (2) 

where N is the number of redundant modules; R is the reliability 
of a single execution; k is the minimum number of error-free 
votes in order for the NMR system to produce a correct output. 
For the rest of this paper, we assume that N is always odd and 

 for majority voting [10-11]. 

 Typically, NMR systems adopt a small N due to the fact that 
as the number of redundant units in an NMR system increases, 
the gain in reliability begins to saturate. The most common types 
of NMR systems are dual-modular redundancy (DMR) and 
triple-modular redundancy (TMR) systems, while safety-critical 
applications (e.g., aviation control) may require a larger N [10]. 
Since DSP applications often have some degree of built-in error 
tolerance, we limit the maximum number of redundancy to be 
five in the rest of this paper. This number could be adjusted 
accordingly to suit different application requirements. 

B. Related Works in Core-level Redundancy 
With increasing core density integration, the idea of 

applying NMR at the core-level has been gaining interest as 
there are built-in redundant cores to use in a multi-core system. 
As parallelization of many applications is limited, the idle cores 
could be exploited for redundant execution to increase 
reliability. In [7], a simultaneous and redundantly threaded 
dual-core processor uses a leading thread and a trailing replica 
as a static DMR system for error detection. Dynamic core 
coupling for hierarchical chip-multiprocessor is introduced in 
[8] using cache modification and synchronization protocols. 
Device View Redundancy [9] adds a hardware component at 
each node in the Network-on-Chip (NoC) system to enable 
cores to dynamically form NMR sub-systems on demand. The 
optimal number of redundancy is explored in [10-11]. 

The related works have provided the enabling hardware 
architecture and methodologies to implement core-level 
redundancy [7-9] and some discussions on how to choose the 
number of N in a homogeneous environment [10-11]. However, 

problems arise when these methods are directly applied to 
systems with soft error rate variations.   

C. Problems in Prior Works 
An empirical model [3] is often used to estimate SER, and it 

is defined as:  

                         (3) 

where  is the intensity of the Neutron Flux, CS is the cross 
section area of the node,  is the charge collection efficiency, 
and  is the minimum charge required to cause bit flip. The 
SER is estimated as a constant value across the multi-core 
systems in [7-11]. However, the impact of technology scaling on 
SER has been studied in [3-4]. The  in the system is 
affected by gate length variation and threshold voltage variation, 
and it follows a Gaussian distribution. The reported chip-wide 
critical charge variation ( ) is in the range of 13.6%-18.9% 
in 45nm technology [3-4]. In addition, the variation is predicted 
to increase as feature size continues to decrease. Consequently, 
the impact of process scaling on SER is even more severe since 
SER is exponentially dependent on , and causes the SER to 
be non-uniform between each core.  

 When SER variation in the system is present, conventional 
core-level redundancy [7-11] system would become ineffective 
if thread-to-core allocation is not carefully devised. Although 
higher N results in higher reliability, when cores are randomly 
selected for task execution, the NMR mechanism may select 
both high-error-rate cores and low-error-rate cores. With uneven 
reliability in participating voters, the integrity of the NMR 
system is reduced since all votes are given the same weighting 
although they have different probabilities of giving the correct 
output. Therefore, a thread-to-core allocation scheme is required 
in order to avoid selecting cores from core types that differ 
significantly in error rate. 

III. PROPOSED VARIATION-AWARE CORE-LEVEL REDUNDANCY 
SCHEME 

In this section, we provide the definitions and the 
assumptions used and then propose a scheme that employs the 
core-level redundancy technique more effectively under system 
variations. First, we describe the steps to obtain the optimum 
degree of redundancy. Then, we propose a heuristic-based 
mapping algorithm that aims to optimize the system reliability. 

A. System Model 
Our system of interest is a multi-core system consisting of C 

cores and M core types. A core type is defined by the error rate, 
or the probability of erroneous execution in the processor per 
unit time. The system has normally distributed  with mean 

 and standard deviation . We approximate six levels of error 
rates in the system at  and  
for simplicity. The minimum error rate is  at 

 and we can use (3) to estimate the maximum error rate to 
be  at ; the other error rates can be 
obtained similarly. We categorize the cores in the system into 
six core types according to these approximated error rates. The 
number of cores in core type j is denoted by , 
and . 



We consider multi-threaded workloads and the smallest unit 
of task to be executed on a core is a thread. We assume that each 
thread has little or no data dependency with each other and all of 
the threads are spawned at the same time in the beginning. We 
assume single threaded execution, where each core can run at 
most one thread at a time. The total number of threads to be 
executed is T.  

B. Degree of Redundancy 
The number of redundancy, N, required is controlled by the 

failure rate of the module. Let us consider a system with error 
rate variations. For such a case, we construct a Core-Variation-
Aware NMR (CVA-NMR) table that stores the N required for 
each level of error rate. For each core type, we can use (1) to 
obtain the reliability of a single execution and then use (2) to 
compute the N required for the  to meet the target 
reliability.  

When the required N is greater than the limit of five, we need 
an additional step to determine if a core type is valid or not. To 
determine the validity of core type, we use the following to 
determine N: 

   (4) 

where R and P are the reliabilities of single module execution on 
the current core type and a superior core type (i.e., core type with 
an error rate a level lower), respectively. As shown in (4), N is 
saturated at five if it can increase the reliability when it 
participates in an NMR system with cores from a superior core 
type, and the core type could be used; otherwise, N is set to be 
invalid, which prohibits task allocation on that core type. For the 
conditional clause in (4), we use the case of one core from a 
superior core type and two cores from the current core type to 
determine if the core type can be valid. 

 Table I shows an example of the CVA-NMR table for a 32-
core system with , critical charge variation

, and task execution time  at target reliability of 
0.99. In this case, cores in core types A to D are valid and can be 
used in the core-level NMR system, while cores in core types E 
and F are invalid, denoted by a dash, and should be avoided 
during thread mapping. 

C. Variation-aware Mapping Algorithms 
 Since the reliability of traditional core-level redundancy 
degrades when the system error rate becomes non-uniform due 
to process variations in advanced technology, a variation-aware 
mapping algorithm is required to address this issue. The generic 
mapping problem had been studied for heterogeneous systems, 
but past researches mainly investigate on how to maximize 
performance instead of reliability [12-13]. For a system with M 
core types and T tasks, we can construct an assignment matrix 

 that represents the number of threads assigned 
to each core type. Then, the thread mapping problem can be 
formulated as follows:  

                                   (5) 

subject to: 

,           (6) 

.        (7) 

Our objective function (5) aims to minimize the average 
difference in the target reliability and the actual reliability  
of all T tasks. The constraint in (6) ensures that the number of 
redundancy of each task has to be odd and less than, or equal to, 
five.  The constraint in (7) indicates that the total task assignment 
to each core type cannot exceed the given core count. The 
formulated optimization problem is an integer linear program 
(ILP) and is NP-hard [13]. Since obtaining the optimal solution 
through exhaustive search is infeasible, we propose a heuristic-
based algorithm based on the CVA-NMR table.  

 Algorithm 1 presents the CVA mapping algorithm based on 
the CVA-NMR table. As the CVA-NMR table is already sorted 
according to error rate, the algorithm starts from the core type 
with the lowest level of error rate (line 6), and determines which 
task has the lowest reliability based on the current assignment. 
The N_lookup function looks up the N-value required for correct 
task execution on core type j in the NMR table. The reliability 
of each task can be obtained by adding the ratios of actual thread 
assignment and the suggested N-value at each core type (line 9). 
When the sum is less than one, it indicates that the target 
reliability has not yet been reached (line 10) and an instance of 
the task is assigned to a core in that core type. When idle cores 
run out in one core type, the cores in the next lowest error rate 
core type are considered. The process runs iteratively until the 

Algorithm 1: Core-Variation-Aware Mapping 
1: 
2: 
3: 
4: 
5: 
6: 
7: 
8: 
9: 

10: 

11: 
12: 
13: 
14: 
15: 
16: 
17: 
18: 
19: 
20: 
21: 

Given 
X_ij←0  //Assignment matrix 
CVA-NMR table 

Mapping 
// Assign tasks to core  
for jϵ[1,M] 

if(N_lookup(j)==valid) then 
for                      

      

if( ) then 
                     

else 
return  

end if 
end for 

else 
break 

end if           
end for 
 
return  

TABLE I.  AN EXAMPLE OF CVA-NMR TABLE 

Core Type A B C D E F 
Error Rate       
Core Count 1 4 11 11 4 1 

N Value 1 3 3  5 - -a 
a. invalid core type is denoted by “-“ 



target reliability is achieved for all tasks or when all valid cores 
are used. 

 As an example, Fig. 2 shows how the assignment matrix is 
updated. We consider two tasks to be executed on a 32-core 
system and the CVA-NMR table constructed is shown in Table 
I. In this case, the assignment matrix size is two-by-six as we 
have two tasks and six core types. Following Algorithm 1, the 
cores in core type A is first considered for task allocation. In the 
beginning, both tasks are currently unassigned and have the 
same reliability, thus one of the two tasks is randomly chosen to 
be mapped onto core type A. In this example, Task 1 is assigned 
to the core in core type A. Then, as core type A has no more free 
cores left, the cores in core type B are considered for mapping. 
After the first thread-to-core allocation, Task 2 would have a 
lower reliability than Task 1 based on the current assignment, 
thus Task 2 would be mapped onto the next core available in 
core type B. According to the CVA-NMR table in Table I, core 
type A requires no redundant execution while core type B 
requires three redundant execution in order for tasks to achieve 

the target reliability. Therefore, Task 2 is replicated and assigned 
to three cores in core type B. The mapping process terminates 
when both tasks have met their target reliabilities. The final state 
of the assignment matrix shows that a single instance of Task 1 
has been assigned to the core in core type A and three instances 
of Task 2 have been assigned to the cores in core type B. 

IV. EXPERIMENTAL RESULTS 
This section presents the experimental results of the 

VACLR scheme. 

A. Case Study: Fast-Fourier Transform 
We use the Fast-Fourier Transform (FFT) program in the 

SPLASH-2 benchmarks suites [14] as our test application. FFT 
is commonly used in the field of image/video signal processing 
and communication systems. In order to achieve both flexibility 
and high performance, implementation of FFT on multi-core 
system has been gaining popularity [15]. As test applications, we 
consider four independent 1024-point FFT applications 
spawned at the same time. The parameters of the workloads are 
presented in Table II.  

B. Multi-core Simulator Settings and Fault Injection 
We use Sniper multi-core simulator [16] to validate our 

proposed scheme. We have modified Sniper to implement the 
register-level fault injection feature. We have used a dynamic 
binary instrumentation tool to insert errors at runtime. During 
the execution of every instruction, a register is randomly 
selected, and then a single bit in the register is also randomly 
selected to be flipped to simulate the result of soft error. The 
error rate for each core could be set to different values in order 

TABLE II.  TEST APPLICATION 

Simulator Sniper 
Technology 45nm 
Number of processors 24 

Processor Configuration 
Frequency 2.66GHz 
Voltage 1.2V 
L1-I cache/ L1-D cache 32KB/32KB 
L2 cache 256KB 

Fault Injection Parameters 
Failure Rate  (errors/instr.)  
Critical Charge Variation ( ) 0-30% 

Benchmark Settings 
Test Application SPLASH-2 FFT 
Data Points 1024 
# of Instructions 116k 

 
Fig. 3. Reliability evaluation of CVA-NMR.  

 
Fig. 4. Number of total used cores. 
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Fig. 2. Example of assignment matrix update flow during  core-
variation-aware mapping. 
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to model the result of process variation on soft error rate. 
Furthermore, we have incorporated the result of our mapping 
algorithm in Sniper to achieve core-variation-ware mapping. 
The detailed simulator settings are shown in Table II. For 
evaluations, we compare our scheme to core-level NMR 
systems that employ random mapping (e.g., [8-9]).   

C. Reliability Evaluation 
We evaluate the CVA-NMR mapping scheme when four 

1024-point FFT tasks are executed on a 24-core system under 
process variations. To quantize the reliability of the test 
applications, we use the number of success counts out of 100 
simulation runs as the metric. A run is successful when the FFT 
output produces a signal-to-noise-ratio (SNR) greater than 
50dB. Fig. 3 shows the number of successful runs for 
conventional static NMR systems (i.e., fixed number of 
redundancy) using random mapping and the proposed CVA-
NMR scheme as the variation in the system increases. At 
system critical charge variation equal to 15%, a realistic value 
reported in [3-4], CVA-NMR has shown to be more reliable 
than static NMR systems. At more extreme conditions, the 
difference becomes even more significant. CVA-NMR obtains 
2x-3x the number of successful runs achieved by the other static 
NMR systems when the system critical charge variation is as 
large as 30%.  

In addition to the greater number of successful runs 
achieved, CVA-NMR has used less number of cores compared 
to other static NMR methods. When the system variation is not 
significant, CVA-NMR selects just enough cores to perform 
core-level redundancy to reach the target reliability. When the 
system variation becomes large, and valid cores in the system 
become scarce, CVA-NMR is able to map tasks onto valid cores 
only and avoids ineffective voting. Thus, as shown in Fig. 3 and 
Fig. 4, when the variation exceeds 20%, the reliability achieved 
by CVA-NMR is sustained even though the number of cores 
used drops significantly.   

V. CONCLUSIONS  
In this paper, we have proposed the VACLR scheme which 

takes into account the error rate variations in multi-core systems. 
We have used mathematical models to construct NMR tables 
that store the optimal degree of redundancy under each core type. 
Through the proposed heuristic-based thread-to-core mapping 
algorithm, significant improvement in reliability is achieved 
compared to conventional NMR systems that use random 
mapping.   
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