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To ensure thermal safety and to avoid performance degradation from temperature regulation in 3D NoC, we
propose a new temperature-traffic control framework. The framework contains the vertical throttling-based
runtime thermal management (VT-RTM) scheme and the transport-layer assisted routing (TLAR) scheme.
VT-RTM scheme increases the cooling speed and maintains high availability. TLAR scheme sustains the
throughput of the nonstationary irregular mesh network. In our experiments, VT-RTM scheme reduces
cooling time by 84% and achieves 98% network availability; the overall performance impact is around
8% of traditional schemes. TLAR scheme reduces average latency by 35∼70% and improves sustainable
throughput by 76%.
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1. INTRODUCTION

Recently, die-stacking three-dimensional (3D) IC is emerging for its ability to reduce
wire delay by vertically connecting nodes with the shorter Through Silicon Vias (TSVs).
The combination of NoC and TSV technology, 3D NoC, has been proven to be able to
achieve lower transmission latency, lower data exchange power consumption, higher
device density, and higher network bandwidth [Pavlidis and Friedman 2007; Freero
and Pande 2009].

The heat problem in the 3D NoC systems is harder to solve than in conventional
2D NoC systems, because there are more overheated hotspots. In 2D NoC, routers
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Fig. 1. (a) Transient temperature trace with and without RTM. (b) The proposed scheme can improve the
network availability and sustainable throughput of the 3D NoC.

have been proven to have comparable thermal impact as processors and contribute
significantly to overall chip temperature [Shang et al. 2004]. Besides, the stacked
routers generate thermal hotspots due to their higher switching activity and smaller
chip area [Jheng et al. 2010]. The temperature is higher because of the larger power
density and the longer heat dissipation path. The temperature variance also increases
due to the heterogeneous interlayer cooling efficiency. It is very expensive to solve
the heat problem by solely enhancing the cooling device. Besides, the heterogeneous
interlayer cooling efficiency makes heat accumulate faster at the position farther from
the heat sink, and the overheated routers lead to loss of thermal safety.

Runtime thermal management (RTM) is required to keep temperatures below the
thermal limit TL. As shown in Figure 1(a), the router of 3D NoC starts from the ambient
temperature TA and heats up toward its steady state temperature TSS, which is usu-
ally higher than the thermal limit. The monitoring unit senses the temperature of the
router and reports it to the temperature-aware controller. When the temperature rises
above the trigger level TT , the controller changes the control policy to throttling. When
the temperature falls beneath the trigger level for coming back to normal working, the
controller stops throttling. The router recovers full bandwidth. Traditional RTM uses
global throttling (GT) scheme to cool down the network. When any node is near over-
heating, the entire network slows down. GT has short throttling time, but the impact of
availability is large. To reduce the impact, Shang et al. [2004] proposed ThermalHerd,
a distributive and collaborative temperature-traffic control scheme for 2D NoC. Their
proposed distributed traffic throttling (DT) controls the quota of incoming traffic for
the near-overheated routers. While a router is throttled, the reactive routing steers
packets away from the throttled router and tries to minimize the performance penalty.
In comparison with GT, DT has smaller performance impact in 2D NoC.

The main two problems of applying conventional GT-RTM or DT-RTM in 3D NoC
are (i) the long throttling time and low network availability, and (ii) unguaranteed
data delivery and low sustainable throughput. Problem (i) results from DT requiring
a much longer throttling time to cool down near-overheated routers which are usually
located farther from the heat sink. Besides, the longer throttling time decreases the
availability of 3D NoC. However, global throttling (GT) significantly degrades network
availability and results in poor sustainable throughput. Our design goal is to simul-
taneously minimize throttling time and maximize network availability, as shown in
Figure 1(b). Problem (ii) results from the nature of time-variant topology of thermal-
aware 3D NoC, which we defined as nonstationary irregular mesh (NSI-mesh). When
the router is throttled, some packets are blocked and form the congestion tree, which
expands soon and jams entire network. In our previous work [Chao et al. 2010], we
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proposed the concept of vertical throttling and adopted downward routing for detouring
packets from throttled router. However, downward routing burdens the traffic loading
of the bottom layer, so the sustainable throughput is very limited. The objective of this
article is to solve these two problems. For the throttling time and availability problem,
we propose a new RTM scheme and provids a new temperature-traffic control frame-
work. For the data delivery and low sustainable throughput problem, we formulate
and analyze the problem in detail, proposing a new routing scheme. The contributions
of this article are briefly described as follows.

—Proposing the vertical throttling-based RTM (VT-RTM) scheme. We propose the VT
and thermal-aware VT (TAVT) control policies which actively create heat conduction
path for fast cooling and have small availability impact. In our experiments, VT-
RTM can reduce the cooling time by 84% and achieve 98% network availability,
which cannot be jointly achieved by DT nor by GT.

—Proposing a new temperature-traffic control framework. We propose a new framework
to keep the temperature of the network below the thermal limit. The framework has
short cooling time, high availability, and high performance features.

—Formulating and analyzing the data delivery problem of thermal-aware 3D NoC. We
literally first formulate thermal-aware 3D NoC as an NSI-mesh topology and analyze
the data delivery problem.

—Proposing the transport-layer assisted routing (TLAR) scheme and downward-lateral
routing algorithms. TLAR utilizes the topology information in the transport layer to
balance the vertical traffic loading and guarantees that no packets are blocked from
the exhausting of traffic quota in the throttled routers. For experimental results,
TLAR scheme reduces the average latency by 35∼70% and improves the sustainable
throughput by 76%. Besides, the performance degradation is more graceful.

The rest of the article is organized as follows. In Section 2, we describe the two
problems and discuss the weakness of related works. In Section 3, we describe the
proposed VT-RTM scheme and the temperature-traffic control framework. In Section 4,
we present the proposed TLAR scheme and the downward-lateral routing algorithms.
We show and discuss the related experiments to support our claim in Section 5, and
we conclude article in Section 6.

2. PROBLEM DESCRIPTIONS

2.1. Throttling Time and Availability Problem of Conventional RTM

To maximize performance, we have to fully utilize the thermal design power (TDP),
which means the temperature has to be controlled below and near the thermal limit.
The trigger level should be set close to the thermal limit, and the applied throttling
policy has to be precise and effective. Conventional global throttling (GT) has the
shortest throttling time because it minimizes the waste power for heat injection. GT can
use the highest trigger level because the temperature increasing in GT after applying
throttling is the smallest. However, if only few routers reach the trigger level, GT results
in large availability degradation. In contrast, distributed throttling (DT) is designed to
have smaller performance impact for 2D NoC. DT only throttles the near-overheated
routers, so the network availability is larger. Since all the routers in 2D NoC are equally
close to the heat sink, the cooling speed is fast. However, in 3D case, hotspots usually
appear in the locations farther from the heat sink. The smaller cooling efficiency of
these routers cause smaller heat dissipation rate. Therefore, DT takes much longer
time for emergency cooling in 3D NoC.
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Fig. 2. Nonstationary irregular-mesh network. The topology transforms in online operation because of the
RTM.

2.2. Routing and Sustainability Problems of Packet Delivery in Nonstationary
Irregular Mesh (NSI-Mesh)

The topology of the thermal-aware 3D NoC transforms over time. When throttling is
applied to the near-overheated router, a specific quota is given. The quota needs to be
small or even zero for faster emergency cooling. If the number of passed packets exceeds
the quota, the router will block all the new incoming packets. As shown in Figure 2,
the topology in offline stage and starting time of online stage is a regular 3D mesh.
As temperature rises, the near-overheated routers will be throttled, and the topology
will turn into irregular-mesh. We assume that the control policy of RTM changes every
10ms because of the limited accuracy of temperature sensing. In this case, the network
will change its topology every 107 cycles if the operating frequency of the NoC is 1GHz.

2.2.1. Definition of Nonstationary Irregular Mesh (NSI-Mesh). We define the time-variant
irregular-mesh topology as a nonstationary irregular mesh (NSI-mesh), which is shown
in Figure 2. A mesh-based thermal-aware 3D NoC adopting vertical throttling can be
categorized in NSI-mesh topology. NSI-mesh is different from traditional irregular
mesh, which determines topology in the offline stage. The control policy of VT-RTM
making NSI-mesh has three key characteristics: (i) if a router is throttled, all the
routers above it are throttled; (ii) if a router is not throttled, all the routers below it
are not throttled; (iii) the routers in the bottom layer are never throttled.

2.2.2. Reactive Routing in NonStationary Irregular Mesh. The small interval of topology
transformation and the large range of the number of throttled routers make conven-
tional algorithms infeasible in NSI-mesh. Because the routers in the bottom layer have
the highest thermal conductance to heat sink, they are never throttled. The channels
in the bottom can be used as bypassing paths. When some router is throttled in the
upper layers, downward routing is applied for reactive routing in our previous work
[Chao et al. 2010]. However, the traffic loading in the bottom layer is very high, so this
approach results in serious congestion. As temperature arises, there are more throttled
routers, and the congestion is more serious. The problem of downward routing is its
small sustainable throughput, which leads to low performance.

3. PROPOSED VERTICAL THROTTLING-BASED RUNTIME THERMAL MANAGEMENT
SCHEME AND TEMPERATURE-TRAFFIC CONTROL FRAMEWORK

In this section, we introduce our proposed RTM scheme and the control framework.
In Section 3.1, we describe the proposed vertical throttling-based runtime thermal
management scheme (VT-RTM) for emergency cooling. In Section 3.2, we describe the
proposed temperature-traffic control framework, which enables to handle the data
delivery in NSI-mesh.
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Fig. 3. Downward routing for reactive routing in NSI-mesh.

3.1. Vertical Throttling-Based RunTime Thermal Management (VT-RTM) Scheme

The goal of throttling is to effectively regulate the network temperature with minimal
performance impact. The idea of throttling is creating a low-power-density region,
where the heat generation rate will be small. Shang et al. [2004] show the power
impact of localized throttling. By setting a smaller quota of throttling, less traffic is
allowed to pass through a router, and the power consumption is reduced. Throttling a
router also affects the traffic of the neighboring routers that exchange flits with the
throttled router. This phenomenon helps cooling but affects performance. For simplicity
and maximal cooling speed, global throttling (GT) is a commonly adopted approach.
However, if only few routers reach the trigger level, GT inevitably will throttle the
remaining routers, causing drastic system performance drop. In contrast, distributed
traffic throttling (DT) only throttles the input traffic of the near-overheated router.
Therefore, DT has less performance impact than GT and is suitable for 2D NoC.

Although the collaborative scheme adopted by DT also works for 3D NoC, it is slow to
form an effective conduction path for heat dissipation. The routers in the upper layers
are prone to overheat; however, they are farther from the heat sink. In DT, the throttled
low-power-density region is not connected to the heat sink, and the heat dissipation
rate is low. The proposed vertical throttling (VT) is a mechanism that throttles routers
vertically in 3D NoC. The control granularity is a pillar, which consists of the routers
with the same XY address. The trigger flag is set in each router by comparing the
temperature measurement t and the trigger level TT .

trigger flag =
{

1, if t ≥ TT ,

0, otherwise.
(1)

If all the trigger flags of the pillar are zero, the temperatures of the routers are all
below the trigger level. Hence, none of the routers requires throttling, as shown by the
Throttle 0 state in Figure 4(a). If the trigger flags are not all zero, throttling is required.
For a Z-layer 3D NoC, VT simultaneously throttles the upper Z-1 routers and leaves
the router in the bottom layer, as shown by the Throttle 3 state for 4-layer 3D NoC in
Figure 4(d). The routers in the bottom layer are required to form the guaranteed path
for reactive routing. Figure 5(a) shows the finite state machine of a pillar for VT to
control the throttling of the four vertically aligned routers.

Traffic quota is a key design parameter in VT-RTM. A nonzero traffic quota lets the
throttled router serve some packets and provides the ability to control the bandwidth of
the router. However, once the quota is exhausted, the router stops serving the incoming
requests suddenly. The near-overheated router may be inactive unpredictably during
the throttling period, and the unfinished packets will form a rapid growing congestion
tree from that time on, blocking more packets. Such unpredictable timing of blocking
is not desired. Therefore, we only set the quota to zero for the throttled router and use
the proposed transport-layer assisted routing (TLAR) framework to solve the delivery
problem. Another advantage of setting the quota to zero is that cooling is faster.
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Fig. 4. Bandwidth and throttling states of VT-RTM for a pillar, where Z = 4. VT uses (a) and (d); TAVT uses
(a), (b), (c), (d). (e) is not adopted because the bottom router is used to form the guaranteed paths in reactive
routing.

Fig. 5. Finite state machine of the pillar (1 × 1 × 4 routers) for (a) VT and (b) TAVT.

For emergency cooling, VT has higher cooling speed than DT and less performance
impact than GT. However, if the temperature of the overheating router is not very high
and the heat generation of the router is slow, the availability impact of VT will still be
large. Therefore, more levels of throttling are defined between the non-throttled state
(Throttle 0) and the throttled state (Throttle 3). The proposed thermal-aware vertical
throttling (TAVT) uses these intermediate states for better trade-off of cooling speed
and availability impact. Figure 5(b) shows the finite state machine of a pillar for TAVT
to control the throttling of the four vertically aligned routers. When the temperature
is lower than the trigger level, the 3D NoC runs at normal mode without throttling. If
some routers reach trigger level, they will enter emergency cooling mode. Since the top
layer is usually hotter than the layer below it, TAVT first throttles the router in the
top layer. The input packets are blocked during current normal stage, which is shown
in Figure 6. The degree of emergency can be detected by continuously comparing the
temperature with the trigger level. If the router keeps staying in emergency cooling
mode, it needs a higher throttling level for larger heat dissipation rate. TAVT gradually
increase the throttling level to provide a faster cooling configuration, as shown in
Figure 5(b).

3.2. Temperature-Traffic Control Framework

The framework of the proposed RTM is shown in Figure 6. We assume that a distributed
thermal sensing mechanism is embedded in the network for each router to obtain its
own temperature, and each tile has a timer for synchronizing their operation stages.
In online operation, the 3D NoC is iteratively switching between the normal stage
and the reconfiguration stage. Most data transfer of the application layer is done in
the normal stage. The reconfiguration stage is used for setting the necessary control
registers for the temperature control and the data delivery of the next normal stage.
In the normal stage, the topology may be irregular mesh or regular mesh, depending
on the temperatures of the routers. In the reconfiguration stage, the topology is always
regular mesh. We use the proposed TLAR scheme for data delivery in the normal
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Fig. 6. Topology changing, the network operation stages, and the processing stages in reconfiguration.

Fig. 7. Z-direction synchronization of topology information in a pillar of a 4×4×4 mesh. The trigger flags are
collected from top to bottom, and the bottom router determines the next throttling state. Then, the routers
do the Z-direction synchronization from bottom to top.

stage, which is described in Section 4. Here we first describe the reconfiguration stage,
which consists of three processing stages: (i) draining packets and sensing temperature;
(ii) synchronizing throttling/topology information; (iii) determining routing mode and
throttling.

In reconfiguration stage (i), the network is drained out of packets to prevent data
from getting blocked in the next normal stage. The transport layer stops accepting
more payloads from the application layer and waits for the currently queued packet
injection process to finish. In the meanwhile, the thermal-aware controller of each
tile reads the temperature from the thermal sensor. If the temperature of a router is
equal to or above the trigger level, the topology may change in the next normal stage. By
comparing temperature t with the trigger level TT , the trigger flag is set. The throttling
policy is related to the trigger flag. For vertical throttling (VT), the throttling policy of a
router depends on the trigger flags of the routers with the same XY address. Therefore,
the throttling policy of each router has to be determined in the synchronization stage.

In reconfiguration stage (ii), the topology information is synchronized through the
proposed dimensional decomposed parallel synchronizations. Because the determina-
tion of the throttling policy relies on the trigger flags of the routers with the same
XY address, the trigger flags are collected in Z-direction by packets, as shown by the
4×4×4 3D mesh example in Figure 7. The top node initiates the collecting operation
by injecting a packet with its own trigger flag, and the other nodes update the packet,
which contains trigger flags. When the bottom node receives the packet of the trigger
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Fig. 8. After the Z-direction synchronization for the 4×4×4 mesh, the routers do the lateral synchroniza-
tions. (a) In the X-direction, the 16-bit topologies of each X-Z plane are collected and synchronized. (b) In the
Y-direction, the entire 64-bit topology is collected and synchronized.

flags, it determines the throttling policy of the next normal stage according to the pre-
vious throttling state and the trigger flags. The next throttling state is passed from the
bottom to the top. Then, the four-bit throttling state in the Z-direction is synchronized
for each pillar. After Z-direction synchronization, the routers do X-direction synchro-
nization and Y-direction synchronization. As shown in Figure 8, the four-bit throttling
states are collected and synchronized in X-direction, and then the 16-bit XZ-plane
topologies are collected and synchronized in Y-direction. Finally, all the nodes have the
entire 64-bit topology/throttling information.

In reconfiguration stage (iii), throttling is applied according to the throttling state
determined in reconfiguration stage (ii). With the topology information, the routing
mode for data delivery toward each destination can be determined. The details of the
routing mode determination and the details of the proposed transport layer assisted
routing (TLAR) scheme are introduced in Section 4. After reconfiguration stage (iii), the
network goes to the normal stage, and the data transfer for application layer restarts.

We assume the network is operated at 1 GHz and the period of temperature-traffic
control is 10 ms, that is, the period of the normal stage N plus the period of the
reconfiguration stage R equals 107 clock cycles. The required time for draining the
network can be estimated by dividing the packet number with the network throughput.
With the dimensional decomposed parallel synchronization, the total complexity of
synchronization is reduced to O(X+Y+Z), where X, Y, and Z represent the size of the
mesh network. The complexity of determining the routing modes is O(XY) due to the
proposed incremental path checking methods, which are presented in Section 4. For a
typical sized network, for example, an 8×8×4 3D NoC, the total reconfiguration stages
occupy less than 0.1% of the total period, so the overhead is negligible.

4. PROPOSED TRANSPORT-LAYER ASSISTED ROUTING (TLAR) SCHEME AND
DOWNWARD-LATERAL ROUTING ALGORITHMS

In this section, we present the proposed TLAR scheme for NSI-mesh. First, we analyze
the congestion issues and describe the idea of TLAR in Section 4.1. Then, we present the
path selection framework of TLAR scheme in Section 4.2. The proposed Algorithm 1,
a direct extension of downward routing in TLAR scheme, is presented in Section 4.3.
To relieve the congestion in bottom layer, we replace the lateral deterministic routing
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Fig. 9. Fail delivery cases that block packets. (a) Source-throttled case. (b) Destination-throttled case.
(c) Path-throttled case. (d) Long-term HoL blocking caused by the previous three cases.

by an adaptive routing and present the proposed Algorithm 2 in Section 4.4. How-
ever, The uncertainty of adaptive routing decreases the ratio of choosing a lateral-first
non-guaranteed routable path, so we further improve our algorithm in Section 4.5 to
increase the ratio of packets that using lateral-first routing for load balancing.

4.1. Analysis of Guaranteed Packet Delivery for Lateral Routing

To ensure the success of packet delivery in an NSI-mesh network, we should prevent the
occurrence of the following four cases. In the first, as shown in Figure 9(a), the source
router is fully throttled. In the second one, as shown in Figure 9(b), the destination
router is fully throttled. In the third case, as shown in Figure 9(c), at least one router
on the routing path is fully throttled. The last one is shown in Figure 9(d), where the
channels on the routing path are blocked by other blocked packets. If the source router
is fully throttled, the packetized message will be blocked in the network interface.
If any case in Figure 9(b) or Figure 9(c) occurs, the injected packets will be blocked
somewhere on the routing path and form a congestion tree. The other packets will be
blocked as in Figure 9(d). Because the throttling state lasts for about 10 ms, the packet
may be blocked for 107 cycles. In this case, the congestion region will be expanded and
occupy almost the entire network, and the throughput will decrease drastically.

To eliminate the source-throttled case in Figure 9(a) and the destination-throttled
case in Figure 9(b), the throttling information of all routers are required for each node.
The head-of-line (HoL) problem traditionally results from the congestion in the switch,
and the probability of occurrence can be reduced by applying virtual channel (VC) flow
control or output buffering router architectures. Due to the source-throttled case, the
destination-throttled case, and the path-throttled case, a new typed long-term HoL
blocking may occur. The long-term HoL blocking has to be eliminated by preventing
the occurrence of the source-throttled case, the destination-throttled case, and the
path-throttled case. However, the path-throttled case in Figure 9(c) is dependent on
the routing path. We must guarantee that there is at least one non-fully throttled path
toward the destination router before we inject the packet and that the packet is routed
on the guaranteed path.

To completely prevent the path-throttled case in Figure 9(c), the routing function
of the network layer and the topology information of the transport layer have to be
jointly considered. Distributed routing is chosen instead of source routing due to the
four major drawbacks of source routing. First, in source routing, each packet has to
carry the complete routing information, which increases the size of header. Second, the
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Fig. 10. Block diagram of transport layer in the tile of thermal-aware 3D NoC.

static nature of source routing is not able to balance the traffic loading like normaly
distributed adaptive routings. Third, the cost of the routing table of source routing in
the source node is high, which increases the hardware cost [Bolotin et al. 2007]. Fourth,
the online computation for examining the routability and computing the paths toward
destinations takes a lot of time, which is hard to do during the reconfiguration stage
(iii). The topology agnostic routing algorithm also suffers from the problem of high
implementation cost because it relies on complex routing tables [Palesi et al. 2009].
Besides, although their algorithm is smart, it is hard to complete the computation
during the reconfiguration stage (iii).

The characteristics of a small changing interval and a large range of the number
of throttled routers make conventional distributed routing algorithms infeasible. The
routing algorithms for irregular-mesh [Lin et al. 2008] are not feasible owing to the
non-stationary characteristics. Besides, the restrictions of the location of the oversized
IP also make the conventional algorithms infeasible because throttling may be required
for all the upper-layer routers. Moreover, the offline optimization effort for routing in
irregular-mesh is not affordable for the online computation of the throttled NSI-mesh.
The fault-tolerant routing algorithms those detour packets from faulty routers could be
candidates. However, the characteristics of faulty NSI-mesh and throttled NSI-mesh
are very different. The number of faulty routers is nondecreasing but usually small.
Besides, the interval of topology transformation in faulty NSI-mesh is much longer
and unpredictable. The topology changing of faulty NSI-mesh occurs after detection,
testing, and reconfiguration of the system. Usually the latter two operations are even
done in the reboot sequence, which creates the problem of going back to traditional
offline irregular-mesh. Similarly, the regulations of the location of faulty routers make
the conventional fault-tolerant routing algorithms [Chen et al. 2011] infeasible because
throttling may be required for all the upper-layer routers.

4.2. Proposed TLAR Framework

To deliver data successfully in NSI-mesh, we propose the transport-layer assisted rout-
ing (TLAR) scheme. The key idea of the TLAR scheme is that the topology information
in the transport layer is used to assist the determination of routing. Figure 10 shows
the block diagram of the transport layer in the TLAR framework. There are five major
components: (i) transmitter queue and packetizer (TX), (ii) receiver queue and depacke-
tizer (RX), (iii) transport layer controller (TLC), (iv) topology table (TT), and (v) routing
mode memory (RMM). TX and RX are the same as the normal transport layer. TLC
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Fig. 11. Flow chart of the proposed transport-layer assisted routing scheme.

Fig. 12. (a), (b), (c) Path selection examples in the proposed TLAR. (d) Destinations with the same XY-
address have identical lateral-first paths, in the source layer. (e) Querying and XY-entry RMM for routing
mode.

handles the requests from the application layer and the request of the network layer.
TT stores the throttling information of the entire network, which represents the topol-
ogy of the network. The results of path selection, what we defined as the routing mode,
are saved in the RMM.

Figure 11 shows the flow chart for handling the application-layer requests. When the
application layer requests delivery of the data from the current node to the destination
node, TLC first checks whether the source router is active. If the source router is
throttled, it is undeliverable for all data transferred in the period. Then, TLC checks
whether the destination router is active. If the destination router is throttled, it is
undeliverable for current data transfer. Because we leave the downward path as the
guaranteed routable path, it is unconditionally routable if both the source router and
the destination router are active. Then, TLC refers to RMM for setting the routing
mode flag in the packet header. After packetization, the packet is injected to the TX
packet queue. The routers in the network layer follow the routing mode to prevent the
path-throttled case.

Figure 12 shows the routing mode selection of the TLAR scheme. The routing in TLAR
is based on our previously proposed downward routing [Chao et al. 2010], which is a
combination of vertical routing and lateral routing. As shown in Figures 12(a)–(c), only
the lateral-first path and the downward-first paths are allowed at the source router. The
up-then-lateral turns {UN, UE, US, UW} are prohibited in order to prevent deadlocks.
The downward-first path is guaranteed routable because of the characteristics of the
NSI-mesh topology. However, the lateral-first path is guaranteed routable if and only
if all the routers on the lateral-first path are active. Therefore, in the reconfiguration
stage, the lateral-first path has to be checked, as shown in Figure 12(d). If the lateral-
first path is not guaranteed routable for the destination, the corresponding entry in
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Fig. 13. (a) Dependency for incremental routability checking of DLDR. (b) An example of checking in DLDR.
(c) Operation flow for setting the routing mode of a packet in DLDR.

RMM is set to zero; otherwise, the entry is set to one, as shown in Figure 12(e). Because
the lateral-first paths of the four source-destination pairs are identical in the source
layer, RMM does not have to save the XYZ entries. Only the XY entries are required
for the RMM in the source node. The determination of the routability of the lateral-
first path depends on the routing algorithm. In the following sections, we present
three proposed downward-lateral routing algorithms and the corresponding checking
methods for determination of the routability of the lateral-first paths.

4.3. Proposed Algorithm 1: Downward - Lateral Deterministic Routing (DLDR)

4.3.1. Dimension-Ordered Routing for Lateral Deterministic Routing. The baseline algorithm
in TLAR is the combination of downward routing and deterministic routing. The
downward routing is used for moving packets up and down in the vertical direction.
The lateral deterministic routing (LDR) is used for routing packets in the source layer.
The path diversity (number of paths) is one, no matter whether the source layer or
bottom layer is chosen. The selection of the deterministic routing algorithm affects the
computation complexity for checking whether the source layer is laterally routable, as
shown in Figure 11. For simplicity, we adopt XY routing, a dimension-ordered routing
(DOR), for the deterministic routing.

4.3.2. Checking for Dimension-Ordered Routing in DLDR. Checking is done in an incremen-
tal style for each destination during the reconfiguration stage of RTM. The transport
layer controller checks if there is any fully-throttled router on the path toward every
destination based on the table that stores the throttling information. The checking of all
XY locations in the source layer can be done in O(N2) by using the incremental checking
flow as the sequence number shown in Figure 13(b). The dependency of routability is
shown in Figure 13(a). Because the lateral routing algorithm is XY routing, node e will
be routable if d is routable. Node b is routable if node a is routable. If a packet is LDR
routable, it first traverses through the lateral path in the source layer and then goes
up or down to its destination router. Otherwise, the downward path is chosen, and the
packet traverses the lateral routing in the bottom layer.

4.4. Proposed Algorithm 2: Downward - Lateral Adaptive Routing (DLAR)

4.4.1. Throttling- and Traffic-Aware Adaptive Routing for Lateral Adaptive Routing. Downward-
lateral adaptive routing (DLAR) is an improved version of DLDR. The problem of the
DLDR is that the path diversity for lateral routing is too small. For a source-destination
pair, once a router is fully throttled on the routing path, there is no other lateral path
available. All the packets are forced to traverse the network in the bottom layer, which
easily becomes the bottleneck. Therefore the throughput is severely limited and the
latency increases rapidly. To increase the path diversity of the lateral routing, we
replace the lateral deterministic routing by a lateral adaptive routing evolved from
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Fig. 14. (a) Neighbor-on-path (NoP) selection. (b) Regional congestion awareness (RCA) is adopted to prop-
agate throttling information. (c) Throttling information is used to avoid routing through congested routers
around the throttled router. (d) The throttling- and traffic-aware adaptive routing algorithm.

Lin et al. [2011], which is a throttling- and traffic-aware adaptive routing algorithm.
The odd-even turn model is adopted for deadlock prevention in the lateral routing. The
selection function consists of the neighbor-on-path (NOP) method [Ascia et al. 2006]
and the regional congestion awareness (RCA) method [Gratz et al. 2008]. Figure 14
shows the details of the throttling- and traffic-aware adaptive routing, which tries to
balance the loading of the network. The throttling information is propagated by RCA
and is used to remove the candidates from the output channel set. Hence, the lateral
adaptive routing (LAR) can avoid the throttled routers in advance.

4.4.2. Checking for Throttling- and Traffic-Aware Adaptive Routing in DLAR. Checking if a path
is routable for an adaptive routing is much more complex than for deterministic routing.
The first problem is that the number of possible paths is very large. For minimal
adaptive routing with V and H diversity in y- and x-direction, respectively, the number
of possible path is (V H)!/V !H!, which brings high computation complexity. The second
problem is that the real routing path depends on the results of channel selections in the
routers, which is distributed. Considering the computation complexity and feasibility
of real implementation, we propose to only check whether there is any fully-throttled
router in the minimal-path region. If there are one or more fully-throttled routers in the
minimal-path region, the probability of packets being blocked is not zero. We view this
case as lateral non-guaranteed and use downward routing for packet delivery. Checking
if there is a fully-throttled router in the minimal-path region for fully adaptive routing
can be completed in an incremental style, as shown in Figure 15(b). The checking
dependency is shown in Figure 15(a), where node e will be routable if c and d are both
routable. Similarly, node b is routable if node a is routable. As shown in Figure 15(b),
if the lateral path is guaranteed routable, the packet is first laterally routed on the
source layer. Otherwise the lateral routing is completed in the bottom layer.

4.5. Proposed Algorithm 3: Downward - Lateral Adaptive-Deterministic Routing (DLADR)

4.5.1. Combining Simple Adaptive Routing and Dimension-Ordered Routing for Lateral Routing.
The advantages of DLAR are increased path diversity and the capability of load bal-
ancing. However, if there is a throttled router on one of the lateral-first paths, DLAR
chooses the downward-first path to prevent the occurrence of the path-throttled case.
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Fig. 15. (a) Dependency for incremental routability checking of DLAR. (b) An example of checking in DLAR.
(c) Operation flow for setting the routing mode of a packet in DLAR.

Fig. 16. (a) An example of checking in DLADR. (b) Operation flow for setting the routing mode of a packet
in DLADR.

Therefore, the LAR routable destinations are fewer than the LDR routable destina-
tions. To increase the number of lateral-first path routable destinations, we propose
the downward-lateral adaptive-deterministic routing (DLADR). The idea of DLADR
is shown in Figure 16(a). The destinations are categorized into three types: (i) the
guaranteed adaptive routable (LAR routable), (ii) the guaranteed XY routable (LDR
routable), and (iii) the non-guaranteed lateral routable, which is downward routable.
If a destination is guaranteed adaptive routable, it is guaranteed XY routable. If a des-
tination is guaranteed XY routable, it is downward routable. Therefore, the downward
routable destination set is a super set of the LDR routable set, and the LDR routable
set is a super set of the LAR routable set.

Figure 16(b) shows the operation flow for setting the routing mode of the packets in
DLADR. Because the lateral-first adaptive routing is able to balance the traffic loading,
we should use the lateral-first adaptive routing as much as possible. The lateral-
first deterministic routing results in less traffic congestion in the bottom layer than
downward-first routing, so the priority of lateral-first deterministic routing is higher
than downward-first routing. In DLADR, we use simpler adaptive routing instead
of the throttling- and traffic-aware routing. The west-first turn model is adopted for
the routing function, and the selection of output channel depends on which channel
has more unallocated flit buffers. By combining essences of DLDR and DLAR, the
vertical traffic loading is more balanced. Therefore, DLADR is able to achieve higher
throughput and lower latency with a simpler architecture.

4.5.2. Checking in DLADR. The checking of DLADR can be viewed as the combination
of the checking of DLDR and the checking DLAR. Figure 16(a) shows an example of
checking order in DLADR. A two-stage checking procedure is applied to DLADR. In
the first stage, the controller checks if the destination is LAR routable according to the
distance between the source and the destination. In the second stage, the controller
checks if the destination is LDR routable in the same order. If a destination is both
LAR routable and LDR routable, it will be marked as LAR routable.
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Fig. 17. Mutual-coupling cosimulation for performance and temperature evaluation.

5. EXPERIMENTS AND DISCUSSIONS

In this Section, we first introduce our simulation settings and define the performance
indices in Section 5.1. Then throttling time, throttling ratio, and network availability
of conventional throttling and proposed throttling are shown in Section 5.2. The per-
formance of the proposed TLAR algorithms for NSI-mesh is shown and compared in
Section 5.3. Finally the network sustainability and degree of graceful degradation are
shown in Section 5.4.

5.1. Simulation Settings and Clarification of Performance Indices

For all the following experiments, if there is no special description, we use the following
settings. The thermal conductance of the heat sink is set to 400 Wm−1K−1, and the
ambient temperature is set to 25 ˚C. Wormhole flow control is adopted, and random
arbitration is used for switch scheduling. The network size is an 8×8×4, and the packet
length is randomly from two to ten flits. The queue depth of each input channel is eight
flits, and the link-level flow control protocol is full hand-shake request and ack. We
modified Noxim1 to generate the 3D-NoC architecture and the floorplan. During traffic
simulation, the power trace is generated from the power model of the NoC.

For temperature simulation, we use Hotspot [Huang et al. 2006], and we adopt the tile
geometry and power model of Intel’s 80-core processor [Hoskote et al. 2007]. The power
trace and physical floorplan are inputs to the thermal model, and mutual-coupling
co-simulation style is adopted for modeling the characteristics of network behavior and
transient temperature. As shown in Figure 17, the total simulated time is ten seconds
and is divided into 1,000 10ms intervals for observing the transient-state temperature.
The network simulator first runs for 104 cycles to warm up the network, and the
thermal simulator sets up the ambient temperature TA and initializes the temperature
distribution T-0. For each 10ms interval, the network simulator first uses 105 cycles
to estimate the power distribution, which is denoted as P(t,t+10). Then, the thermal
simulator is called to estimate the transient-state temperature Tt+10 based on given
short-term power distribution P(t,t+10) and the beginning temperature distribution Tt.
After 1,000 intervals, the long-term average power Pavg is calculated based on the
average result of the 1,000 short-term average powers, and then the thermal simulator
is called for computing the steady-state temperature distribution TSS.

To keep the performance indices representative and comparison as fair as possible,
several modifications of the simulator are required for modeling the TLAR. In Noxim,
the statistics of the received packet number, packet latency, and network throughput
are based on the received packets during the simulation period while the network
is assumed stable. The payloads toward the fully-throttled destinations are held in

1Noxim: Network-an-chip simulator. http://sourceforge.net/projects/noxima/.
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Fig. 18. Temperature distribution of 3D NoC system without and with runtime thermal management.

Fig. 19. Maximum transient temperature of different throttling schemes. Thermal limit TL = 100˚C, trigger
levels: TT ,GT = 99.66˚C, TT ,DT = 96.10˚C, TT ,V T = 99.30˚C, TT ,T AV T = 99.30˚C.

the transport layer and not packetized; only the deliverable payloads are packetized
and injected to the network. Originally, the injection rate is simulated by generating
Poisson arrived packets of given traffic distribution of destinations over the network.
The injection rate of the active routers follows the index by escaping the packets to
the fully-throttled destinations and regenerating packets toward non-fully-throttled
destinations. Because we assume that the application layer and transport layer share
the topology information, the packet injection process of the fully-throttled router is
paused until it is not fully throttled. In this setting, the total injection rate of the
network can be obtained by multiplying the injection rate and the number of the active
routers, and the statistics of performance indices are not affected by throttling.

5.2. Emergency Cooling by Throttling

Here we first show the temperature distribution of the 3D NoC system without and
with RTM. The thermal limit TL is set to 100˚C. Respectively, the triggering levels for
GT, DT, VT, and TAVT are 99.66˚C, 96.10˚C, 99.30˚C, and 99.30˚C to prevent the tran-
sient temperature from going above the thermal limit. In Figure 18, the temperature
distribution of 3D NoC without RTM is very wide, and the highest temperature reaches
156˚C, which is not acceptable. With RTM, no matter which throttling scheme is ap-
plied, all the temperature distributions are below 100˚C. Figure 19 shows the transient
temperature from 7.4 s to 9.4 s. Because GT turns off all the routers in the network,
the max temperature increasing after the start of GT is very small. In contrast, the
max temperature increasing after the start of DT is larger, so the trigger level of DT
has to be lower. The max temperature increasing after the start of the proposed VT
and TAVT are very close to GT, so the trigger levels of VT and TAVT can be set close to
the limit.

The waste of thermal design power (TDP) quota can be used as an index to evaluate
the performance of the RTM scheme. The system can utilize the heat sink better if
the transient temperature always stays close to the thermal limit. The problem of low
trigger level is that the network has to be throttled earlier, so there is more TDP quota
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Fig. 20. Number of throttled routers from 8.4 s to 9.4 s, which indicates the topology transformation.

Table I. Throttling Time, Number of Throttled Routers, and Network Availability

GT DT VT TAVT
Mean Throttling Time of Throttled Router μT (ms) 22.0 289.7 38.7 46.7
Stdv of Throttling Time of Throttled Router σ 2

T (ms). 7.1 102.6 11.4 15.9
Avg. Throttled Number of Router NT 174.9 12.2 7.9 5.7
Network Availability A 0.317 0.952 0.96.9 0.97.8

Performance Impact PI �= μT × NT 3847.6 3525.2 305.4 266.8

wasted in the DT scheme. Besides, a lower trigger level means that more cooling time
is required for the temperature decreasing from the thermal limit. From Figure 19, GT
has the least waste of TDP quotas and DT has the most waste. The waste TDP quotas
of the proposed VT and TAVT are close to that of GT.

Although GT can utilize the heat sink best, the availability drop is huge once a router
overheats. We use Figure 20 and Table I to demonstrate the change of availability and
the characteristics of topology changing of the NSI-mesh. The transient numbers of
fully-throttled routers between 8.4 s and 9.4 s are shown in Figure 20. During this
period, no matter which scheme is applied, the time slots without throttling are few.
This feature corresponds to the temperature distribution without RTM in Figure 18.
In 3D NoC, the chip tends to overheat almost all the time if we drive the network at
the high performance state. As shown in Figure 20(a), even with GT, the frequency of
occurrences overheating of is high, so the network is throttled frequently. From Table I,
we see that although GT has the smallest average throttling time of the throttled
routers, the average number of throttled routers over time is the biggest. Therefore,
the network availability of GT is the smallest.

The advantage of DT in 2D NoC is its smallest performance impact from the smallest
control granularity. However, in 3D NoC, the heterogeneous thermal conductance of
different layers and the reactive control scheme of RTM make the average throttling
time of DT very long. As shown in Table I, DT suffers from the longest mean throt-
tling time of throttled routers, and the large transient temperature range makes the
standard deviation of the throttling time much larger than all the other schemes. In
comparison with GT and DT, our proposed VT and TAVT have smaller average throt-
tled numbers of routers. When a near-overheated router is found, VT averages 38.7 ms
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Fig. 21. (a)–(p) Statistical traffic load distribution (STLD) and (q) distribution of the routing mode decision
with one 1×1×3 pillar fully throttled in the center, uniform traffic offered.

and TAVT averages 46.7 ms to cool down and eliminate the non-routable router, as
shown in Table I. In comparison with DT, the average throttling time is reduced by
86.6% and 83.9%, respectively. By comparing TAVT with GT and DT, respectively, the
availability is improved by 66.1% and 2.6%, reaching 97.8%. Finally, if a throttling
policy has smaller mean throttling time and fewer throttled routers, the performance
impacts is smaller. Therefore, we define a new metric PI by multiplying the mean
throttling time of the throttled router μT and the average throttled number of routers
NT . In comparison with GT and DT, the performance impacts of the proposed VT and
TAVT are only around 8%.

5.3. Routing for Nonstationary Irregular Mesh

In this section, we show the performance of the proposed TLAR algorithms. We use two
vertical throttling cases: (i) one 1×1×3 throttled pillar and (ii) two 2×2×3 throttled
pillars. The location of the throttled pillars can be found in Figures 21 and 22. First we
use statistical traffic load distribution (STLD) [Lin et al. 2008] and decision distribution
to show the network loading. All the experiments in Figures 21 and 22 use the same
injection rate that makes average latency of TLAR-DLDR twice the zero load latency.

Figures 21(a)–(d) shows the STLD of the baseline downward routing and
Figures 21(e)–(h) shows the TLAR-DLDR algorithm, which is the combination of down-
ward routing and TLAR. Though there is only one throttled pillar in the network, many
packets have to be routed downward through the bottom layer. The congestion degree of
DLDR in the bottom layer is slightly reduced but is still the second largest. The reason
being that DOR cannot balance the loading of the bottom layer. In Figures 21(i)–(l), the
loading of the work is more balanced by introducing DLAR. There are more packets in
the upper layers because the congestion in the bottom layer is relaxed by using our pro-
posed traffic- and throttling-aware adaptive routing algorithms. In Figures 21(m)–(p),
more packets are routed laterally in the source layer by adopting DLADR, so the net-
work is more balanced vertically. We use Figure 21(q) to show distribution of the routing
mode decision. In the DLDR scheme, 60% of packets are routed on the deterministic
paths in the source layers and 40% of packets are routed in the downward mode. In
DLAR, 66% packets are routed in the adaptive mode, and 34% packets are in the down-
ward mode. In DLADR, 80% of packets are routed in the source layer by using adaptive
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Fig. 22. (a)–(p) Statistical traffic load distribution (STLD) and (q) distribution of the routing mode decision
with a two 2×2×3 pillars fully throttled on the diagonal, uniform traffic offered.

Table II. Statistics of Statistical Traffic Load Distribution

One 1×1×3 Throttled Pillar Two 2×2×3 Throttled Pillars
TLAR- TLAR- TLAR- TLAR- TLAR- TLAR-

Downward DLDR DLAR DLADR Downward DLDR DLAR DLADR

M
ea

n

L1 220.5 399.3 845.0 1317.7 149.7 1113.5 1381.9 1743.5
L2 268.7 799.3 1133.3 1505.0 147.4 1100.7 1405.3 1773.4
L3 364.0 1002.1 1307.7 1543.2 148.2 1110.4 1363.7 1761.3
L4 5412.7 4340.7 3426.4 2195.0 4960.8 3280.9 2526.4 1777.5

Total 1581.7 1646.1 1636.6 1642.4 1476.0 1707.6 1679.5 1764.4

S
td

v.

L1 18.6 7.9 217.9 288.5 12.8 74.9 93.5 88.5
L2 20.8 10.2 196.0 338.3 12.0 70.8 90.8 87.1
L3 29.9 65.4 174.2 324.7 12.2 97.3 80.6 103.0
L4 2584.5 1807.5 1524.2 882.4 280.2 185.3 146.0 104.1

Total 2581.2 1825.7 1257.3 616.7 2160.5 980.4 514.3 96.6
Inter-Layer 2564.8 1820.8 1181.1 382.8 2406.2 1086.4 571.6 15.3

or deterministic routing, and only 20% of packets choose the downward mode. Figure 22
shows similar results when we increase the disconnected throttled region and the size
of the region. Because the more lateral path is blocked, the ratio of the Z-first downward
decision increases by 20%, 4%, and 3% in DLDR, DLAR, and DLADR, respectively.

We use Table II to show the statistics of the STLD. As we can see, the mean packet
number is increased by adopting the TLAR scheme, and both total and interlayer
standard deviations are reduced by applying DLDR, DLAR, and DLADR algorithms.
The statistical results correspond to the performance simulations, which are shown in
Figure 23. The average latency in Figure 23(a) is reduced by 34.8%, 61.2%, and 70.4%
by adopting the DLDR, DLAR, and DLADR algorithms. In Figure 23(b), the average
latency is reduced by 48.3%, 65.6%, and 69.4%, respectively.

5.4. Network Sustainability and Degree of Graceful Degradation

Here we show the network sustainability and the degree of graceful degradation. The
network sustainability describes the total throughput provided by the network while
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Fig. 23. Average latency vs injection rate with (a) one 1 × 1 × 3 pillar throttled and (b) two 2 × 2 × 3 pillars
throttled.

Fig. 24. Network sustainability of NSI-mesh 3D NoC, uniform traffic offered.

some parts of the network are not working. If a router is fully throttled, it cannot
provide the bandwidth for packet delivery. With higher network sustainability, the 3D
NoC can provide larger throughput when there are fully-throttled routers. As shown
in Figure 24, all algorithms degrade smoothly as the size of the throttled region in-
creases. Here we want to observe the throughput degradation in the different cases of
irregular topologies occurring in the NSI-mesh. We start from the 1×1×1 throttling
case and then extend to the 7×7×3 throttling case. All the throttled regions are located
in the center of the xy-plane and are subsets of VT-RTM. In all cases, the TLAR al-
gorithms have better performance than the conventional reactive downward routing.
In TLAR, the proposed DLAR algorithm outperforms DLDR, and DLADR outperforms
DLAR with more 6–12 flits/cycle in throughput. In comparison with conventional re-
active downward routing, the proposed TLAR-DLADR can improve the sustainable
throughput by 76% on average.

Further observing the relationship between network availability and total through-
put, we create and propose using the performance index Degree of Graceful Degradation
(DGD). First, we define the ideal sustainable throughput θIS,β for the network with β
fully-throttled routers as follows.

θIS,β
�= θmax ×

(
1 − β

βmax

)
+ θmin × β

βmax
, (2)

where βmax denotes the maximum number of fully-throttled routers. θmax denotes the
maximum throughput of the network while there is no throttled router at all. θmin
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Fig. 25. Degree of graceful degradation of the 3D NoC with the proposed TLAR algorithms, uniform traffic
offered.

denotes the maximum throughput of the network with minimum availability, which
means that the number of fully-throttled routers that also reaches maximum. The
relationship between network availability and the throttled number can be found as

α + β

βmax
= 1, (3)

where β/βmax is the throttling ratio. In this work, for an 8×8×4 3D NoC, βmax is
8×8×3 = 192, and β is between 0 and 192. We define DGD for evaluating the correlation
between the sustainable throughput and the network availability at a specific throttling
case. The definition of DGD is shown as the following.

DGDβ
�= θRS,β

θIS,β

. (4)

If DGD is larger, we can view the performance changes more gracefully. If the real
sustainable throughput is equal to the ideal sustainable throughput in all throttling
cases, the expectation of DGD is equal to one. In this case, the system is the most
gracefully degraded when availability is decreasing. For real systems, the expectation
of DSD is smaller than one because the real sustainable throughput is smaller than
the ideal sustainable throughput. The reason being that there are too many factors
affecting the performance, including routing rules, resource allocation, scheduling, etc.

Figure 25 shows the DGD of all four algorithms and the ideal case. The uppermost
line represents the ideal performance degradation, which means that the sustainable
throughput of the system changes linearly in proportion to the ratio of available net-
works. Respectively, the 0×0×0 case and the 8×8×3 case represent the cases of θmax
and θmin, where the topology is regular. Because of the mathematical definition of DGD
in Equation (4), the DGD of all the algorithms for regular topologies reaches unity. The
DGD of downward routing is below 0.4 for all irregular cases, which means downward
routing achieves less than 40% of the ideal throughput in the test cases. The DGD of
the proposed DLDR is between 0.37 and 0.68. In contrast, owing to the better traffic
load distribution, the DGD of DLAR is between 0.55 and 0.86. The DGD of the proposed
DLADR outperforms in all cases. Even in the worst case, it’s still approximately 0.6.
On average, we improve the DGD from 0.31 (downward) to 0.74 (TLAR-DLADR), which
means that 43% more graceful performance degradation is obtained by the proposed
transport-layer assisted routing algorithms.

6. CONCLUSIONS

In this article, we propose a new VT-RTM scheme for 3D NoC. The proposed VT
and TAVT can greatly reduce the emergency cooling time while still having very
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high network availability, resulting in small performance impact. For routing in the
NSI-mesh, we propose a new TLAR scheme which improves the conventional reactive
routing algorithm and achieves higher performance. The combination of the proposed
VT-RTM scheme and TLAR scheme can ensure thermal safety and provide 3D NoC
higher sustainable throughput. Additionally, more graceful performance change can
be obtained.
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